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Robots are expected to operate across a broad range of tasks and applications, which requires
them to acquire new skills with minimal effort. Manually programming every possible behavior is
impractical, making it essential for robots to learn new skills as they are needed. Learning from
Demonstration (LfD) is a particularly effective approach for this purpose, in which a robot observes
a human teacher performing a task and encodes the demonstrated behavior as a skill [1]. Learning
robot skills from human demonstrations enables the intuitive specification of complex behaviors
without explicit programming, but it also introduces challenges due to noise, variability, and the
presence of multiple task-relevant features.

Modern Learning from Demonstration (LfD) representations can be organized into statistical,
probabilistic, geometric, and dynamical system categories.

Statistical LfD representations summarize demonstrations by estimating descriptive models
from data, typically without explicitly modeling inference over trajectories. Classic examples include
Gaussian Mixture Models with Gaussian Mixture Regression (GMM/GMR), which encode the
mean and covariance structure of demonstrated motions and enable smooth interpolation to new
conditions [2]. Multi-Coordinate Cost Balancing (MCCB) also falls into this category [3]. MCCB
encodes demonstrations by extracting their means and covariances and uses them to construct a set
of costs. Through optimization, it then finds weights that balance trajectory costs across multiple
differential coordinates (e.g., Cartesian, tangent, Laplacian).

Geometric LfD representations focus on preserving the intrinsic spatial structure of demon-
strated motions, often independent of timing (i.e., based on an implicit timing strategy). Trajectory
Learning using Generalized Cylinders (TLGC) [4–6] represents demonstrations as a generalized
cylinder, consisting of a central spine curve with smoothly varying cross-sections, capturing both
nominal motion and allowable deviation in a compact geometric form.

Methods such as Elastic Maps [7–9] are best categorized under geometric representations, though
they naturally sit at the boundary between geometric and statistical methods. Elastic Maps
represent demonstrations as a deformable geometric structure, typically a graph or manifold whose
nodes are connected by virtual springs. The learned structure captures the shape and topology
of demonstrated trajectories, while the elastic (spring) energy enforces smoothness and preserves
relative relationships between points. During reproduction or adaptation, new constraints (e.g.,
different start/goal positions or environmental changes) deform the map while minimizing elastic
energy, allowing the motion to adapt without losing its geometric character. This emphasis on
spatial structure and deformation places Elastic Maps squarely in the geometric category.

At the same time, Elastic Maps often rely on statistical estimation during learning. Examples
include fitting node positions to data and balancing data fidelity against smoothness through energy
minimization. However, uncertainty is not explicitly represented or propagated during execution.
Reproduction of the skill is typically achieved through deterministic optimization rather than
probabilistic inference. For this reason, Elastic Maps are best viewed as geometric methods with
statistical learning components, rather than fully probabilistic approaches to skill representation.
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This hybrid nature makes them well suited for tasks that require shape preservation, smooth
adaptation, and interpretability. These properties are especially valuable in dynamic or constrained
environments.

Probabilistic LfD representations, in contrast, explicitly formulate skill learning and
reproduction as inference problems under uncertainty [10–13]. Probabilistic Movement Primitives
model trajectories as probability distributions over basis-function weights. This formulation enables
principled Bayesian conditioning on new start, goal, or via-point constraints. CLAMP (Combined
Learning from Demonstration and Motion Planning) extends this idea by integrating learned
trajectory priors with motion planning constraints within a unified probabilistic optimization
framework. This allows robots to infer trajectories that both resemble demonstrations and satisfy
new environmental constraints, such as obstacle avoidance [11]. Together, these methods provide a
mathematically grounded mechanism for skill adaptation while explicitly reasoning about uncertainty.

Finally, dynamical LfD representations encode skills as stable dynamical processes rather
than fixed trajectories. Dynamic Movement Primitives (DMPs) model primitive movements as
attractor systems with learned forcing terms. Such formulation provides robustness to perturbations
and enables straightforward modulation of goals and timing. Variants of DMPs have been effectively
developed for applications in uncertain and dynamic environments [14–16]. In addition to these
category-specific approaches, there also exist LfD algorithms that seek to combine representations
from multiple categories through ensemble learning strategies, aiming to leverage complementary
strengths across different modeling paradigms [17].

Together, these categories illustrate the progression of LfD toward structured, interpretable
representations that enable robust adaptation, principled generalization, and efficient reuse of
demonstrated skills across changing environments. This document provides an overview of selected
approached in modern Learning from Demonstration studied and developed at the Persistent
Autonomy and Robot Learning (PeARL) lab at the University of Massachusetts Lowell. We briefly
discuss various research directions and present a selection of approaches proposed in our most recent
publications.

1 Skill Learning by Demonstrations in Multiple Coordinates

To effectively reproduce demonstrated skills, robots must capture the underlying task-relevant
features rather than relying on a single notion of motion. Importantly, not all features implicit in a
skill can be extracted from one coordinate representation alone [3]. For some tasks, information
expressed in task space is sufficient; for instance, in a reaching skill, accurately arriving at the
target position is the primary objective. For other skills, however, different aspects of motion are
more critical. In handwriting, for instance, preserving the geometric shape and local structure of
the trajectory matters more than its absolute position in space. As a result, robots should encode
skills using representations that can capture multiple complementary features, which may require
reasoning across different differential coordinates rather than relying solely on a single coordinate.

Previously, we introduced an algorithm that uses Elastic Maps as a unified trajectory repre-
sentation for learning from demonstration [7]. An Elastic Map models a skill as an ordered set of
nodes connected by virtual elastic springs that penalize stretching and bending while remaining
close to demonstrated data. Our formulation yields a smooth, compact representation of motion
and leads to a convex optimization problem that robustly fits multiple demonstrations and supports
reliable skill reproduction on real robots. We also built beyond this foundational formulation by
exploiting properties of convex optimization, specifically strong duality and perturbation analysis,
to introduce a confidence metric for skill reproduction [18].
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This approach showed strong performance on manipulation tasks with a UR5e robot, producing
smooth trajectories that generalize well across demonstrations while remaining computationally
efficient. However, because the skill encoding was done in a single differential coordinate, it implicitly
assumed that all task-relevant features were best captured in Cartesian coordinates alone. This
assumption can be limiting for skills where curvature or directionality is critical.

We extended this idea by introducing Multi-Coordinate Elastic Maps (MC-Elmap), which
retain a single, coherent skill encoding concept while extending it across multiple differential
coordinates [8]. Instead of redefining Elastic Maps, the method applies the same elastic energy
formulation consistently in Cartesian, tangent, and Laplacian coordinates, each highlighting different
aspects of the same underlying trajectory. Separate objectives are defined in each coordinate and
combined into a unified optimization problem that reconstructs a single trajectory. An automatic
weighting mechanism determines the relative influence of each coordinate, allowing the model to
adapt to the demonstrated skill without manual tuning. Experiments in simulation and on a UR5e
handwriting task show that this unified, multi-coordinate Elastic Maps formulation better preserves
geometric shape and local motion features while maintaining the smoothness and robustness that
characterized the original Elastic Maps approach. Results can be seen in Fig. 1 and Fig. 2.

Figure 1: Results of performing
MC-Elmap (red) on the handwrit-
ing LASA dataset (demonstrations
shown in gray). Comparison re-
sults against other variants and al-
gorithms can be seen in Fig. 3.

Figure 2: Results of performing MC-Elmap (red) on a real-world writing
task using a UR5e manipulator arm. Demonstrations (gray) complete the
task but with undesirable levels of jaggedness. MC-Elmap is able to find a
smooth trajectory that more accurately resembles the intent of the task.

Compared to Mutli-Coordinate Cost Balancing (MCCB) [3], which encodes demonstrations
into multiple coordinates using Gaussian Mixture Models and Gaussian Mixture Regression
(GMM/GMR), our novel algorithm provides several advantages. First, Elastic Maps have a
cost term for smoothness, leading to smoother reproductions in the event of noisy demonstrations.
Second, Elastic Maps are extremely flexible and can be used even with only one demonstration.
Results comparing our algorithm with MCCB over the LASA dataset can be seen in Fig. 3.

Figure 3: Boxplots comparing the results of measuring the Fréchet distance, Sum of Squared Errors (SSE), Angular
Similarity, and Jerk for different LfD representations on the LASA Dataset. MC-Elmap (denoted MC-E in the plots)
performs well for all metrics. Boxplot whiskers show 1.5 interquartile range (IQR), with the median shown in red.
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2 Extending Elastic Maps by Integrating with a Path Planner

To further improve the effectiveness of Elastic Maps, we proposed a novel LfD representation called
Elastic Fast Marching Learning (EFML) [9] that integrates two complementary paradigms to learn
and reproduce robot skills from human demonstrations. More specifically, EFML combines Fast
Marching Learning with Elastic Maps. Fast Marching Learning is a path planning-based method
that generates velocity or cost fields. In EFML, Fast Marching Learning constructs a cost or velocity
map that captures the geometry of the demonstrated task as well as any environmental constraints,
such as obstacles. The Fast Marching Method then propagates optimal paths through this map,
producing an initial solution that respects feasibility and efficiency. This solution is subsequently
refined using Elastic Maps, which optimize the path by minimizing spring energies to enforce
smoothness and preserve the intrinsic shape of the demonstrated motion. The elastic formulation
also enables flexible adaptation to new start, goal, or intermediate constraints while maintaining
structural fidelity to the original skill. Together, this integration combines the global optimality
guarantees of Fast Marching Learning with the adaptability and shape-preserving properties of
Elastic Maps.

Figure 4: General scheme of the EFML framework.

A flow diagram of the EFML algorithm with all the processes can be seen in Fig. 4. A key
contribution of the work is showing that this hybrid learning approach can handle both position and
orientation aspects of a task, generalize from a single demonstration or multiple demonstrations,
and adapt to various environmental constraints. We evaluated the proposed algorithm in several
experiments (with data from the LASA and RAIL datasets [1]). Comparison against Elastic Maps
and Fast Marching Learning on the LASA dataset, and 3D skills using data from pick-and-place
tasks, button pressing with intermediate obstacles, and a pouring task involving coffee beans, with
noisy data can be seen in Fig. 5.

Our results indicated successful generalization to complex real-world tasks (e.g., pick-and-place,
obstacle avoidance) and improved smoothness and precision when compared to either Fast Marching
Learning or Elastic Maps used alone. These characteristics make EFML well suited for practical
robotic applications requiring robust imitation learning with efficient replanning and adaptation.

We also benchmarked EFML against contemporary LfD representations such as Correlated
Dynamics Movement Primitives (CorrDMP), Gaussian Mixture Model/Gaussian Mixture Regression
(GMM/GMR), and Probabilistic Movement Primitives (ProMPs). Results can be seen in Fig. 6.
Our results show that EFML outperforms the other representations in some categories such as
Fréchet distance and jerk. Additionally, its peak performance is better than the others with respect
to the SSE metric, surpassing the second-best method (ProMP), and it has a better average value
than the others for angular distance, indicating that it has the least curvature difference compared
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Figure 5: EFML compared with Elastic Maps (top) and Fast Marching Learning (bottom) for (a) selected 2D skills
from the LASA handwriting dataset and (b) for 3D skills using data from pick-and-place tasks, button pressing with
intermediate obstacles, and a pouring task of coffee beans with noisy data.

to all of the human demonstrations. It is important to highlight that the EFML reproduction has
lower jerk than other reproductions. Low-jerk reproductions are easier and safer to execute on real
robots.

In another set of experiments, the robot is tasked with learning to transport coffee beans between
two bowls. Scooping beans between the bowls effectively and without spilling requires careful control
of orientations. Five demonstrations of this task are given using kinesthetic teaching. We generate
three reproductions: one using the same position of bowls and robot (Fig. 7b), one with the pouring
bowl moved (Fig. 7c), and a final one with the robot starting in a new position and the pouring
bowl moved (Fig. 7d). Our quantitative results indicate that although the reproductions do not
pour as much as the demonstrations, all reproductions do pour the coffee beans successfully, without
spilling out of the bowl or scoop, and produce smooth motion unlike the jerky demonstrations.
Additionally, reproductions are able to adapt to the new position and orientation constraints while
maintaining successful execution of the task.

In essence, EFML advances LfD by uniting the global planning strengths of Fast Marching
Learning with the local fitting and smoothness control of Elastic Maps, enabling robots to learn
transferable, smooth, and adaptable motion policies directly from demonstrations.
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Figure 6: EFML compared with other LfD representations (a) for the selected 2D skills from the LASA dataset and
(b) for 3D skills using custom data for pick-and-place and (c) button pressing with obstacles.

Figure 7: (a) Workspace and (b–d) reproductions for the pouring task. (b) reproduction in an unmodified environment,
(c) target bowl moved, and (d) start position and pouring bowl moved. Arrows show end-effector orientation.
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3 Skill Learning in Uncertain and Dynamic Environments

Robots operating in uncertain and dynamic environments face significant challenges in skill execution
because traditional learning and motion reproduction methods struggle to adapt rapidly and safely
to changes [16]. To addressing those challenges, we introduced a proactive adaptive framework for
manipulator skill reproduction that anticipates environmental changes rather than merely reacting
to them [19]. The proposed framework aims to enable robot manipulators to execute learned tasks
robustly even when targets or environmental conditions change during execution.

At the core of the framework is a novel Learning from Demonstration (LfD) representation called
Elastic-Laplacian Trajectory Editing (ELTE). This representation combines ideas from Elastic Maps
and Laplacian trajectory editing to allow continuous deformation of demonstrated trajectories based
on predictions of future changes in the environment. ELTE maintains the shape and smoothness of
the original demonstration while adapting the planned motion online as the environment changes
over time. The flow diagram in Fig. 8 shows the components of the proposed framework.

Figure 8: An overview of all components of the proposed adaptive skill learning and execution framework.

To anticipate changes, the framework incorporates environment state prediction using an
Unscented Kalman Filter (UKF). This filter forecasts future positions of relevant features (e.g., a
moving target). By integrating these predictions into the trajectory generation process, the system
adapts the motion proactively before perturbations occur. Additionally, a high-level decision-making
module based on a Hidden Markov Model (HMM) monitors whether execution remains safe in the
current environment state and can pause or reverse movement if unsafe conditions are detected.

We validated the proposed framework through both simulation and real-world experiments
using a mobile manipulator platform consisting of a Kinova Jaco2 arm mounted on a legged Ghost
Robotics Vision 60 base. In the first set of experiments, shown in Fig. 9, the robot is tasked with
inspecting an electrical box that is moved by a human to simulate a dynamic surface. Fig. 9 (right)
shows the demonstration and the reproduced trajectory. The demonstration was given with a
stationary base on a higher platform. Therefore, the arm initially adapts by reaching upward and
then adapts to the movement of the electrical box during execution. The box is moved to the left
during execution, and the reproduction adapts accordingly as shown in the adapted trajectory.

As shown in Fig. 10, in the next set of experiments, we employed a dynamic moving platform
with pitch and sway motions at various speeds, and with the V60 quadruped either standing or
stepping in place for various levels of instability. We compared motions with and without adaptation
through multiple experiments with light and heavy base movements. Results are shown in Fig. 11.

For light or no motion, there is no significant difference in performance with and without the
adaptive framework. However, in heavier motions, especially when the base is more unstable due
to stepping in place, the performance with our framework is significantly better. The proactive
adaptation tracks the moving target and predicts its motion, while the reactive adaptation stops
unsafe execution, preventing hard fails.

Later, we performed extensive tests across dynamic scenarios including moving targets and
unstable surfaces [20]. The framework produced robust adaptive behaviors, outperforming purely
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